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Abstract 

Voice phishing (vishing) is one of the most pervasive and financially damaging forms of 
telecommunication fraud today. Unlike email-based phishing, it exploits real-time voice 
interaction and psychological manipulation, making automated detection substantially harder. 
Existing defences are largely reactive: they require victims to be already aware of a threat, or 
rely on blacklists and shallow heuristics that sophisticated attackers readily circumvent. This 
report summarises an ongoing research programme at the University of Patras on automated, 
explainable vishing detection. We describe the overall design philosophy, the detection 
approach, and the key findings to date.  

The work is currently under peer review; implementation details, dataset statistics, and full 
quantitative results will be published upon acceptance. 

 

Problem Statement and Motivation 

The scale of the vishing threat is substantial and growing. Recent data indicate that a 
significant proportion of organisations have experienced phishing-type attacks on telephone 
channels [1], and the widespread availability of AI-driven voice synthesis and caller-ID 
spoofing has dramatically lowered the technical barrier for would-be attackers [2]. Financial 
institutions, healthcare organisations, and older demographics are disproportionately affected 
[3, 4]. 

 

A critical gap exists in the literature: while email phishing has received extensive research 
attention [5, 6], automated vishing detection at the conversation level — particularly in real 
time — remains largely unexplored. Most deployed systems operate after the fact, flagging 
calls only after data has already been disclosed. The present work directly targets this gap. 

 

The research is motivated by three core questions: 

• How can a high-quality evaluation dataset for vishing detection be constructed in the 
absence of labelled real-world transcripts? 

• What are the accuracy–latency trade-offs in deploying large language models for live 
transcript analysis? 

• How does detection performance evolve as a conversation progresses, and what is 
the earliest point at which a reliable warning can be issued? 

 



Technical Approach 

Psychology-Grounded Detection 

The detection framework is grounded in the Persuasion Principles in Social Engineering 
(PPSE) taxonomy [7], a well-established model of the psychological manipulation strategies 
that underpin social engineering attacks. The effectiveness of authority, commitment, 
distraction, liking, and social proof as levers of persuasion is documented by Cialdini [8] and 
confirmed empirically in social engineering contexts [9, 10]. Rather than treating detection as 
opaque binary classification, the system decomposes a conversation into a structured set of 
diagnostically targeted questions across six analytical dimensions: 

 

Dimension What It Captures 

Authority Impersonation of institutions, officials, or positions of power 

Commitment Exploitation of consistency bias and obligation-based pressure 

Distraction Urgency induction, information overload, and emotional 
manipulation 

Liking Rapport-building and deceptive credibility signals 

Social Proof Appeals to peer behaviour and shared risk framing 

Information Extraction Direct and indirect attempts to obtain sensitive data 

 

This decomposition serves two purposes. First, it guides the language model's attention 
toward the specific linguistic and pragmatic signals most predictive of fraud, reducing 
hallucination [11] and improving consistency. Second, it produces a human-readable fraud 
profile — a structured breakdown of which manipulation strategies were detected and to what 
degree — that can be reviewed directly by operators or compliance teams. Prior work has 
shown that structured prompts incorporating explicit detection criteria consistently outperform 
unstructured alternatives [12]. 

Three-Zone Verdict 

Rather than emitting a binary VISHING / LEGITIMATE classification, the system produces a 
three-zone verdict: VISHING, LEGITIMATE, or UNCERTAIN. The UNCERTAIN zone 
functions as a principled abstention mechanism: when the evidence is insufficient to commit 
to either class, the system routes the call to human review rather than guessing. This design 
reflects the asymmetric cost of errors in fraud detection and is consistent with human-in-the-
loop frameworks shown to enhance detection robustness [13]. 

 

A key property of the UNCERTAIN zone is that it carries zero committed false positives: every 
call to which the system assigns a VISHING verdict is intended to be a genuine positive, 
making the framework suitable for contexts where a false accusation of fraud carries legal or 
reputational risk. 

Dataset Construction 

Because labelled real-world vishing transcripts are scarce and privacy-sensitive, the 
evaluation dataset was constructed synthetically using an adversarial generation pipeline. The 
pipeline samples call scenarios from a probabilistic dependency graph encoding realistic 
demographic, behavioural, and contextual variation — drawing on findings on older-adult 
vulnerability to fraud [3, 4], dual-process cognition under pressure [14], narrative manipulation 



in social engineering [15], and empirical distributions of persuasion principles in real vishing 
calls [7] — then uses a large language model [16] to generate transcripts instantiating each 
scenario. 

 

To prevent trivial separability from generation artefacts, the pipeline was extended with a 
subtle vishing mode that suppresses the most overt manipulation signals, and a hard-negative 
legitimate mode generating high-pressure but genuinely non-fraudulent calls. A three-tier 
ground-truth verification scheme ensures label quality. The resulting corpus is, to the best of 
our knowledge, the largest synthetic dataset of annotated vishing and legitimate phone 
conversations reported to date, complementing recent smaller-scale scenario generation 
efforts [17]. 

Knowledge Distillation for Deployment 

The primary detection model — Mistral Large 2 (123B) [16], deployed via vLLM [18] with the 
structured PPSE prompting framework — achieves strong accuracy but has inference latency 
and hardware requirements that may preclude real-time deployment. To address this, the 
framework is distilled into three lightweight student models spanning a wide speed–accuracy 
spectrum: 

 

Student Model Parameters Inference 
Latency 

Suitable For 

Llama 3.2 1B [19] 1 billion ~100 ms Edge servers, moderate-throughput 
pipelines 

Phi-3 mini 3.8B [20] 3.8 billion ~200 ms Balance between reasoning depth and 
cost 

DistilBERT [21] 66 million ~10–21 ms High-throughput streaming, edge 
deployment 

 

Distillation is performed at two levels using the HuggingFace Transformers library [22]: the 
student learns to replicate both the teacher's fine-grained per-question PPSE scores and its 
overall holistic verdict. This dual-objective training allows the student to internalise the 
teacher's structured reasoning pattern, preserving the interpretable fraud profile at inference 
costs several orders of magnitude below the teacher. 

 

Key Findings 

Structured Prompting Substantially Outperforms Unstructured 
Approaches 

A central finding is that grounding the detection prompt in the PPSE taxonomy consistently 
outperforms unstructured prompting. This aligns with White et al. [12], who showed that 
structured prompts with explicit detection criteria outperform unstructured alternatives in 
security classification tasks. The decomposition of fraud detection into specific, answerable 
questions guides model attention toward the most diagnostically relevant features while 
reducing output variance. 

Distilled Students Closely Approach Teacher Performance 



All three student models achieve F1 scores within a few percentage points of the teacher's 
full-pipeline ceiling, while reducing inference latency by factors ranging from roughly 40× 
(Llama 1B) to over 700× (DistilBERT). The structured PPSE representation appears to be an 
effective distillation target: training on per-question scores rather than final labels alone yields 
richer intermediate representations that transfer well to the classification task, consistent with 
the strong performance of encoder-based models for transcript fraud detection [23]. 

 

The following table summarises the performance and latency profile of each system: 

 

System Parameters Precision Recall F1 Latency 

Teacher (full pipeline) [16] 123B 0.91 0.96 0.94 ~8 s 

Llama 3.2 1B [19] 1B 0.90 0.88 0.89 ~100 ms 

Phi-3 mini 3.8B [20] 3.8B 0.89 0.91 0.90 ~200 ms 

DistilBERT 66M [21] 66M 0.88 0.87 0.87 ~21 ms 

 

Note: figures are reported on the full evaluation set including hard-negative legitimate calls. 
The teacher's holistic standalone verdict (without PPSE scaffolding) yields substantially lower 
performance, confirming the contribution of the structured framework. 

Detection Performance Improves Across Conversation Duration 

Detection accuracy increases steadily with transcript length, reflecting the progressive nature 
of vishing attacks — a pattern consistent with accounts of sequential social engineering attack 
structure [15, 9]: 

• Early phase (0–60 s): Authority and Liking indicators emerge as the attacker 
establishes credibility and rapport [10]. 

• Mid phase (60–120 s): Distraction and Commitment indicators intensify as urgency is 
induced and obligation-based pressure escalates [14, 8]. 

• Late phase (120+ s): Information Extraction indicators become prominent, marking 
the terminal phase of the attack [7]. 

 

Accuracy gains diminish beyond approximately 180 seconds, suggesting the evaluation 
window can trigger at the 90–120 second mark without significant loss of quality. The median 
Time to First Correct Detection (TFCD) is approximately 12–14 seconds of transcript for both 
the teacher and best-performing student models. 

 

Explainability and Operator Transparency 

A distinguishing feature of this framework is its commitment to operator-facing explainability. 
Each verdict is accompanied by a structured fraud profile — a breakdown of which PPSE 
dimensions were activated and why — expressed in natural language interpretable without 
specialist knowledge. Human-in-the-loop frameworks of this type have been shown to 
enhance detection robustness [13], and the importance of explainability in high-stakes fraud 
detection has been highlighted by related work [25]. 

 



The three-zone verdict structure reinforces this philosophy. UNCERTAIN verdicts are surfaced 
transparently with supporting evidence for human review, which is particularly important given 
the hallucination risks inherent to current LLMs [11] and the legal implications of false fraud 
accusations. 

 

Limitations and Ongoing Work 

The primary limitation of the current framework is its reliance on text transcripts. In live 
deployment, transcript quality depends on ASR systems such as Whisper [26] or its streaming 
variants [27, 28], and word error rates under telephony noise and codec compression 
propagate to the downstream detection pipeline. 

 

The evaluation dataset, while the largest of its kind reported to date, is synthetically generated. 
The cross-linguistic experiments provide partial real-world validation, but a comprehensive 
assessment against large-scale annotated real-world corpora remains future work, subject to 
data availability and privacy constraints. 

 

LLM-based detection is subject to hallucination [11], and the current question weights may not 
generalise to attack scenarios outside the training distribution. Adaptive prompt selection 
strategies that dynamically adjust the active question set based on early conversational 
signals are under investigation. Full real-time deployment also requires streaming transcript 
processing and telephony integration — engineering challenges beyond the current prototype. 

 

Significance 

This research makes three contributions to telecommunications security and NLP-based fraud 
detection: 

• It demonstrates that large language models, guided by psychologically grounded 
structured prompting, can detect vishing attacks with high accuracy and interpretable 
operator-readable output — a capability not previously demonstrated in the literature. 

• It introduces a principled synthetic dataset construction methodology that produces 
challenging, non-trivially separable evaluation data in the absence of labelled real-
world corpora. 

• It establishes that structured PPSE representations are effective distillation targets, 
enabling near-teacher performance in models small enough for edge and streaming 
deployment at latencies suitable for live call monitoring. 

 

Collectively, the findings suggest that LLM-based vishing detection is practically viable for real-
world deployment. This work contributes to a growing body of evidence — highlighted by the 
World Economic Forum [2] and the recent literature review by Sivaneswaran et al. [6] — that 
AI-native defensive tools are urgently needed to counter AI-enabled fraud at scale. 
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